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Abstract
Research, engineering techniques, and data analytics identify Goldilocks zones as potential destinations. The taxonomy is based on available data, anticipated growth in the number of known exoplanets, and a flexible engineering methodology. The foundation of the taxonomy is a classic trade study to rank and score candidate attributes based on criteria derived from a set of exoplanet taxonomy requirements. A “critic”, a sequential optimizer, and software-based tests  find a minimum spanning taxonomy. Software assures that, to the extent practical, each object has a unique path through the taxonomy.
Why a taxonomy?  It is a valuable teaching tool, it organizes and sorts a data set, and a taxonomy is structured as a hierarchical characteristics-based ontology. This knowledge structure is readily captured in a knowledge base for multi-strategy reasoning and data analytics. That is the true value of a taxonomy! The taxonomy defines the parameter space of exoplanet characteristics. While some work "inside the box", others work outside the box", a taxonomy defines the box.
Recent efforts produced an upper-level exoplanet taxonomy. This taxonomy doesn't span the orbital, physical, environmental, and stellar characteristics of interest. Nor does it provide a unique set of characteristics for each of ~ 2,000 exoplanets currently identified. The Goldilocks Taxonomy has 13 parameters chosen from a collection of potential characteristics. The Goldilocks Taxonomy provides fine-grained organization of exoplanet characteristics, a robust methodology to refine the taxonomy, and a suite of data analytics tools to discover interesting patterns.
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1. Introduction and Summary
The proposed taxonomy is based on exoplanet insights insights from the literature and access to online exoplanet catalogs. These insights are the foundation for a classic trade study to rank and score candidate nodes based on criteria derived from missions and functional requirements. The nodes are further processed using a “critic”, a sequential optimizer, and software-based tests to find a minimum spanning taxonomy. Software was written to assure that, to the extent practical, each object has a unique path through the taxonomy.
At first glance, a taxonomy is an important way of visualizing the widely varying set of attributes associated with an object. As such, it is a valuable teaching tool that provides people interested in space with an easy-to-understand view. Digging deeper, it provides a "world-view" of the domain that helps people understand objects in a more organized and holistic way. More practically, it organizes and sorts a data set, since all the attributes important to a taxonomy are not, today, available in a single data file. Building on the data set idea, a taxonomy is a hierarchical network and each node in the hierarchy has characteristics. This is the makings of a truly powerful knowledge structure, or ontology. The knowledge structure is readily captured in a knowledge base such as Protege [1]. The resulting hierarchical, characteristics-based ontology supports multi-strategy reasoning and learning, including simulation and planning [2] . That is the true value of a taxonomy!
2. Related Work
There have been multiple recent efforts to arrive at an exoplanet taxonomy [3],[4] supplemented with ongoing efforts and "conventional wisdom" that produce an upper-level taxonomy. These results are discussed as motivation to capture what's good and to avoid what's contrary to requirements for a fine-grained taxonomy.
3. Approach
· Define Requirements from  mission analysis and functional analysis.
· Cite Assumptions and groundrules; for example, the taxonomy is  limited to data in catalogs.
· Perform Trade Studies: Identify and characterize potential taxonomy nodes, citing rationale for accepting some object attributes and dismissing others. Assign weights to criteria using a pair-wise preference technique, citing rationale. Rank and score attributes, citing rationale.
· Sequential Optimization: Use a “critic” to add common sense and determine the optimum set of nodes, as the smallest number of nodes that produces less than 5% probability of one or more duplicate signatures.
· Software Development: Convert  data files (for example, exoplanet.org) to a standard (.csv) format. Calculate discretized values for candidate taxonomy nodes from the integrated files. Assemble a single file with values for all candidate nodes. Analyze patterns, uniqueness, and requirements satisfaction of requirements using a uniqueness test, relative frequency, and sensitivity computations.  Test the taxonomy using a Bayesian classifier to assure high probability of correct classification of an object.
· State Results: An exoplanet taxonomy that comprises current data sets integrated with additional sources. Show taxonomy resulting from the trade study and sequential optimization. Assure uniqueness, to the extent that it is practical, of each exoplanet signature, and explain optimization process. Provide a minimum description length representation of taxonomy attributes and states.
· Discussion: focus on an interactive taxonomy generator that provides a user centered taxonomy.
· Summarize: State results and cite advantages of the solution.
3.1 Define Requirements
Detailed description & requirements for an exoplanet taxonomy focus on the ability to view, understand, and predict the behavior of objects in orbit around the other stars. Two trade studies help top define the taxonomy:
· Mission Analysis maps potential nodes to mission requirements
· Functional analysis maps potential nodes to Challenge details & functional requirements.
3.2 Assumptions and Groundrules
The following are considered concerns:
· Missing Values: values for many exoplanet characteristics are unknown. The methodology and reasoning algorithms accommodate this aspect of the catalogs.
· Uniquely Described: the driving requirement for the minimal taxonomy is that the state space is large enough and that the states of characteristics are equally likely to guarantee a low probability that two objects have the same state. This is not the case because many states have unknown values. Hence the goal is to increase the number of characteristics and states thereof until we reach a point of diminishing returns. That is, when the percent of exoplanets with duplicate signature fails to diminish with increasing number of states.
3.3 Trade Studies: Potential taxonomy nodes are derived from Mission Analysis and Functional Analysis.
Mission Analysis: To "cast a wide net" and capture all potentially valuable nodes for describing exoplanets, the missions of potential interest are analyzed to identify important characteristics (Figure 1). Four attributes are identified: the extent to which an attribute facilitates exploration, the science value of the attribute, the cultural significance, and the extent to which the attribute is amenable to sensing technology.  The characteristics are weighted by pair-wise comparison (top of Figure 1) and the potential taxonomy parameters are the scored based on the four attributes (bottom of Figure 1).  The result is that from a mission perspective, the distance from our sun and the type of stat system (binary) ate rated most highly. Mission tasks will vary with project goals.
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Figure 1: Mission Trade Study
Functional Analysis: In similar fashion, a functional trade study, geared to identifying the utility and power of potential taxonomy characteristics, was completed.  A classification scheme for exoplanets is required with these attributes:
· Explain: the exoplanet taxonomy (ET) shall be based on a set of characteristics that provide intuitive insights into these objects
· Discriminate: the ET shall identify differences among exoplanets
· Characterize: the ET shall comprise physical and dynamic characteristics, or a combination of both
· Group : the ET shall hierarchically organize and name objects based on similarity
· Predict: the ET shall allow the object trajectory to be accurately predicted
· Growth: the ET shall accommodate growth of the exoplanet catalog over at least two orders of magnitude.
The result of this trade study (Figure 2) is that temperature is the most highly rated characteristic for inclusion into the taxonomy, while distance from our sum and star system type again are highly ranked.
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Figure 2: Functional Trade Study
3.4 Sequential Optimization
 The candidate nodes of the taxonomy have scores for two trade studies: the mission tasks and the functional requirements trades. These are tabulated and averaged to produce a composite score for each candidate taxonomy node, and sorted according to rank (Figure 3).
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Figure 3: Composite Ranking
Minimizing the Number of States: there are two ways to minimize the number of states in the taxonomy: reduce the number of nodes, or reduce the numbers of states in the nodes. A small number of states produces an exponentially large sample space; for example, if there are 13 nodes and each has six equally likely states, the sample space is 136 = 13,060,694,016. Given these simplifying assumptions, the probability that each object path through the taxonomy is not unique is given by the “Birthday Problem calculator [7]: for a  catalog consisting of 15,065 objects, the probability of duplicates is < 1%.
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# Attributes=12 # Possihilities =705,438,720 Probabhility of Duplicates: 56.5%
Attribute States (#/state)
Temperature Terran(D), Hot(0), Very Hot(0), Extreme(D), Intense(D), Sun Like(0), Missing(1275)
Distance Very Near(184), Near(240), Moderate(121), Fat(64), Very Far(64), Distant(1047), Missing(112)
Binary Two Stars(1899), One Each(26), Two Binaries(138), CitcumBinary(2), Other(D), Missing(0)
Period WVery Shott(21), Short(741), Moderate(712), Terran(323), Long(172), Extreme(17), Missing(79)
Mass Very Small(6), Small(35), Moderate(210), Terran(317), Large(476), Giant(2), Missing(947)
Eccentricity | Circulat(964), Very Small(D), Small(0), Terran(0), Elliptical(D), Highly Elliptical(0), Missing(1101)
Inclination Petp LOS (33), Neatly Perp (27), Prograde(D), Retrograde(D), Highly retro(0), Missing(1557)
Radius Very Small(0), Small(0), Terran(991), Moderate(D), Large(D), Giant(0), Missing(730)
Age Extra Young(21), Very Young(95), Sunlike(92), Young(52), O1d(18), Ancient(®), Missing(1696)
Semi-Major Very Small(840), Small(362), Moderate(1), Terran(0), Large(D), Giant(D), Missing (846)
Axis
Metallicity Extra Low(D), Very Low(7), Somewhat Low(45), Low(109), Neutral(231), Moderate(368),

High(24%), Abnormally High(25), Missing(1025)




Uniqueness: Many of the candidate nodes are continuous variables, for example, eccentricity. Such variables have an infinite number of states and must be discretized (Figure 4); for example, low, medium, and high eccentricities. This discretization produces a total of 96 states across 16 taxonomy nodes which results in 6*6*6*6*6*6*6*6*6*9*6*6*6*6*6*6 = 4,231,664,861,184 possible states. The optimum strategy is to bin the variables so that all values of the variable fit in a bin and each bin has about the same Figure 4: Discretization of Taxonomy Nodes
number of instances. The probability that an object is not unique is computed using the Birthday Problem calculator. Let m=2,065 random selections (number of confirmed exoplanets) from n= 4,231,664,861,184 choices. The resulting probability that it is not unique is p = 2.6%.  This appears suitable to guarantee uniqueness to the extent practical (unknown values being exceptions). It is tested on the taxonomy data set derived from the current catalog and the state space is perturbed to minimize the number of states while maintaining a unique taxonomy path for each object.
We see that 12 characteristics, with six or more states each are, in theory, sufficient to predict a vanishingly small probability, for a catalog containing 5,000 exoplanets, that two exoplanets share exactly the same characteristics. On the other hand, 15 characteristics, with the number of states shown, provide a near zero probability of duplicates for a 50,000 object catalog. Here, the curse of dimensionality" works in our favor: adding a small number of characteristics (three) greatly expands the cumulative number of states. Characteristics are grouped according to these categories. Optimization will later identify which, if any, characteristics can be dropped from the taxonomy.
Employing a Critic: Modifications to the composite ranking are required to impose knowledge of redundancy in parameters. Specifically, separation varies with position in orbit unless circular orbits are assumed (and the often are), while period and semi-major axis are related by Kepler's Third Law [5]. Separation is deleted in favor of the more intuitive period attribute. Period and semi-major axis are retained because the parameters are well known and  discretized binning provides additional information.

Spectral type is not available in the catalog we are using [6], so this parameter is omitted.

Metallicity is chosen ahead of spin-orbit alignment. It better predicts planet type formation.
Discretizing States: Exoplanet catalogs [6] include tools to easily construct histograms. From these plots, rules are readily defined (Figure 5).
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Figure 5: Rules Discretize Characteristics
Other rules, based on types of stars, discovery method, and a derived Earth Similarity Index [10] are:
· Spectral Type: O,B,A,F,G,K,M,L,T
· Discovery Method: R=Radial velocity, A = Astrometry, T = Timing, M = Microlensing,
 R = Transit, I = Imaging
· Earth Similarity Index (derived, but not included in this taxonomy)
· if .85 <= ESI          then ESI = E (Excellent)
· if .80 <= ESI < .85 then ESI = V (Very Good)
· if .75 <= ESI < .80 then ESI = G (Good)
· if .65 <= ESI < .75 then ESI = M (Moderate)
· if .50 <= ESI < .65 then ESI = P (Poor)
· if             ESI < .50 then ESI = D (Dismal)
Object Signature: A path through the taxonomy produces a unique 12 letter code that describes the object (Figure 6). A software application is executed to determine  the percentage of objects that have unique signatures.
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Figure 6: Sample Exoplanet Signature
Optimization Process: The challenge is to find the lowest number of representative states that provide the highest percentage of the exoplanets with unique signatures. An iterative processing technique (Figure 7) is employed. Three computed quantities are required: the object signature, the percentage of each state in each node, and the impact of attributes on uniqueness..
If the objects do not have unique signatures, states are added by increasing the granularity of populous states; for example, if the object type node has three states (payload, rocket body, and debris) and 80% of the objects are debris, then the debris state may be further discretized into small, medium, and large debris.
Once signatures are unique, the number of states is reduced by identifying minimally contributing states as possibly redundant and removing them; for example, if size=very small almost always is accompanied in a signature by radar cross section = very small, then the two states convey redundant information.
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Figure 7: Optimization Process
3.6 Software Development
· Format: Convert an exoplanet catalog to a standard (.csv) format. Choose the exoplanet name as the pivot field: it is available in all data sets and uniquely identifies an object.
· Discretize: For each object in the catalog, discretize state values for candidate taxonomy nodes from raw data to produce an object “signature” (Figure 9).
· Attribute Bins: Compute the number of objects in each state of each attribute
· Signature Uniqueness: Calculate the percentage of signatures that are unique.
· Sensitivity Analysis: compute the percent duplicates with each of the attributes suppressed. This provides an indication of which attributes contribute most to uniqueness.
4. Result
The exoplanet taxonomy (Figure 8) is draw from earlier sections that provide rationale for a minimal set of taxonomy nodes that span the required range of missions and functions. The number of nodes is 12 and the number of states is 77. Many of the nodes have missing values, set the the “unknown” state. This lack of information precludes, for the present, the ability to form unique exoplanet signatures.
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Figure 8: Exoplanet Taxonomy
The signatures of exoplanets were tested (Figure 9) to determine the percentage of  unique signatures. Many duplicates (1166 or 56.5%) were identified. The rules provided earlier put objects in discrete bins for each attribute as shown in the table:
[image: image9.jpg]Probability vs Catalog Size

Rank Node Name # States Cumulative # States 5000 50000 | 50000

1 Temperature (K) 6 6 1 1 1

2 Distance from our Sun 6 36 1

3 Binary 6 216 1 1 1

4 Separation 6 1296 1 1 1

5 Period 6 7776 1 1 1

6 Mass 6 46656 1 1 1

7 Semi-Major Axis 6 279936 1 1 1

8 Eccentricity 6 1679616 1 1 1

9 Inclination 6 10077696 0.71 1 1
10 spectral Type 9 90699264 0.13 1 1
11 Physical Radius 6 544195584 0.02 0.9 1
12 Age 6 3265173504 0 0.06 1
13 Spin Orbit Alignment 6 19591041024 0 0.01 1
14 Stellar Metallicity 6 117546246144 0 0.01 0.65
15 Discovery Method 6 705277476864 0 0 0.16
16 Position Angle 6 4231664861184 0 0 0.03





Figure 9: Testing for Missing Values
Sensitivity Analysis: to determine which attributes contribute most heavily to signature uniqueness, the percent duplicates was computed with each of the 12 attributes suppressed. The result (Figure 10) was that attributes, such as eccentricity, age, and inclination, that have many missing values do not influence signature uniqueness because they have values that are unknown or are not evenly distributed across states. In two other cases, Binary and Discovery method, the percent known is large, but the sensitivity to changing the number of duplicates is small because the majority of exoplanets have a dominant star system state (binary) and a dominant discovery method (transit).
[image: image10.jpg]Candidate Node Mission Trade Functional Trade Composite Score Rank
Temperature 97 100 985 1
Distance from our Sun 100 96 98 2
Binary 100 96 98 3
Separation 98 96 97 4
Period 96 96 96 5
Mass 88 96 92 6
Semi-Major Axis 87 96 915 7
Eccentricity 87 96 915 8
Inclination 87 96 915 9
Spectral Type 36 93 895 10
Physical Radius 86 96 89 11
Age 83 93 88 12
Spin Orbit Alignment 82 26 24 13
Stellar Metallicity 77 88 825 14
Discovery Method 77 26 815 15





Figure 10: Signature Uniqueness Sensitivity
5. Discussion
The result of this paper is a fine-grained exoplanet taxonomy. However, the stakeholders in the astro-biology community have varied and sometimes conflicting interests. Knowing that there will be counter-proposals for an exoplanet taxonomy, and that users have varied needs, I propose that a "laundry list" of taxonomy nodes be made available. The user chooses those of interest, or chooses from among several pre-configured taxonomies. Underlying data, which will surely come from multiple databases, is assembled based on automated queries and integrated, with federated query technology used to automatically update the taxonomy data files.
Another reason to have a flexible ability to tailor a taxonomy "on-the-fly" is that various communities of stakeholders will operate from differing cross-disciplinarian perspectives. Finally, a user may want to deepen the taxonomy to include lower level detail.
Uses for the Taxonomy:
· Database query: use MySQL [12] to produce custom tables that sort exoplanets based on taxonomy nodes; for example, show a table with all exoplanets with earth-like diameter and temperature.
· Visualization: While the taxonomy hierarchy chart shows the overall knowledge structure, a Kiviat diagram (Figure 11) provides a great visual sense of all characteristics of a single exoplanet at a glance! Four quadrants (Physical, Orbital, Environmental, and Influential, are shown. A ring denotes the Goldilocks Zone. The exoplanet name and habitability score are shown in the center.
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Functional Requirement | Explain | Discriminate | Characterize | Group Predict Growth | Raw | Weight

Explain 1 1 1 1 1 1 6 1

Discriminate 1 1 1 1 1 5 0.8

Characterize 1 1 1 1 4 0.7

Group 1 1 1 1 4 0.7

Predict 1 1 1 3 0.5

Growth 1 1 2 0.3

Characteristic Explain | Discriminate = Characterize  Group Predict | Growth Raw Score % Score
Weights 1 0.8 0.7 0.7 0.5 0.3

Distance from our Sun 10 10 10 10 8 8 38.4 96
Binary 10 10 10 10 8 8 38.4 96
Separation 10 10 10 9 9 8 38.2 96
Temperature 10 10 10 10 10 10 40 100
Period 10 10 10 9 9 8 38.2 96
Mass 10 10 10 9 9 8 38.2 96
Semi-Major Axis 10 10 10 9 9 8 38.2 96
Eccentricity 10 10 10 9 9 8 38.2 96
Inclination 10 10 10 9 9 8 38.2 96
Spectral Type 10 9 9 10 10 ] 37.3 93
Physical Radius 10 10 10 10 8 8 38.2 96
Age 10 9 9 10 10 é 37.3 93
Spin Orbit Alignment 10 10 10 6 7 5 34.5 36
Stellar Metallicity 10 9 8 9 8 7 35.2 88
Discovery Method 10 10 7 7 8 8 34.2 86





Figure 11: Kiviat Diagram
· Parameter Plots: use Excel to plot histograms of the number of objects versus taxonomy nodes
· Knowledge Base: use Protege to form a hierarchical, characteristics-based ontology. The taxonomy provides the tree-like structure and the node values provide characteristics. Protege allows knowledge base visualization and supports plug-in for automated reasoning; for example, GATE for information extraction, Weka for data mining, and SUBDUE for abductive reasoning.
· Pattern Discovery: use Weka rule induction to find patterns in the for of rules (Figure 12). The user identifies an independent variable (here, it is temperature) and the J48 rule induction algorithm automatically induces If,... AND,... AND,...   THEN rules. For example, the longest rule shown is: If the exoplanet radius is less than .9 earth radii and the host star radius is greater than .13 sun radii and the exoplanet mass is less than .892 earth masses, then the exoplanet temperature is medium with two instances and no exceptions.
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Mission Task Exploration Science Culture Sensing Raw Weight
Exploration 1 1 1 1 1
Science 1 1 1 1 1
Culture 1 1 0.75
Sensing 1 1 0.5

Scores indicate the degree to which a characteristic is expressive and distincﬁvel

Characteristic Exploration Science Culture Sensing Raw Score % Score
Weights 1 1 0.75 0.5

Distance from our Sun 10 10 10 10 325 100
Binary 10 10 10 10 325 100
Separation 10 10 9 10 3175 93
Temp erature 10 10 10 3 315 97
Period 10 10 9 9 31.25 96
Mass 9 10 3 7 28.5 88
Semi-Major Axis 10 9 7 3 28.25 87
Eccentricity 10 9 7 3 28.25 &7
Inclination 10 9 7 8 28.25 87
Spectral Type 8 10 8 8 28 86
Physical Radius 9 10 8 6 28 86
Age 3 10 3 f 7 33
Spin Orbit Alignment 9 10 5 8 26.75 82
Stellar Metallicity 7 10 ] 7 25 77
Discovery Method 7 8 8 8 25 77





Figure 12: Weka Rule Induction
· Automated Discovery of Unknown Unknowns [13]: The knowledge base keeps track of what is known. As information arrives at the catalog, it is posted to an abductive reasoner that uses the knowledge base as the default structure, and  automatically identifies previously unknown nodes and links.
· Additional Characteristics: two attributes that would be useful in filtering on habitable planets that are not yet available or have not been detected are the bio-signature (for example, rocky, tenuous atmosphere, significant oxygen, organic molecules, earth-like). Gemini Planet Imager [16] data has revealed that 51 Eri b, the recently discovered Jupiter-like exoplanet around the nearby star 51 Eridani has an atmosphere of methane and water, and likely has a mass twice that of Jupiter. The second is SETI [14] detection of electromagnetic energy (radar, infrared, gamma ray) that would signal the presence of intelligent life.
· Limitations: the goal of a unique set of attributes for each exoplanet was not met, due largely to that significant amount of unknown information about these objects.
6.   Summary
· Elegant: a minimal set of attributes is easily understood
· Leverages domain understanding: mission and functional trade studies
· Provides a hierarchical structure for a knowledge base
· Provides compelling rationale for attribute selection via trade studies
· Satisfies constraints: spans problem space, meets requirements, is a minimal set
· Identifies commonsense limitations in the quest for uniqueness: sometimes it is important to understand that a some exoplanets are more the same than different
· We will revisit the exoplanet catalogs in a few years to update the taxonomy, hopefully with more information on attributes available.
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